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Why is language important? What purpose does it serve on a fundamental 
level? How is it related to the ways in which we learn? Why did it evolve? 

In this short essay I'm going to take a Darwinian look at language and 
why we must be careful when considering the role played by language 

in the building of intelligent machines which are not human-like. 

How did language evolve?

The best way for an agent to survive in the world is for it to be able to predict what the response of 
the world will be to its actions. Therefore the agent needs to have a working model of the world as a 
key part of its survival. An agent can test a hypothesis about the world by performing an 
experiment: If I go near the crocodile, will it eat me? Obviously this is an experiment that you can 
only try once, and thus if agents were only able to learn by trial and error, most would not survive 
for long. One can therefore see how 'instinctive' behaviour may have evolved – individuals with a 
particular hardwired response to move away from a crocodile will be selected to create the next 
generation. In this way some aspects of a model of the world can be hardwired into an animal's 
nervous system, as 'instinctive' responses. However, the environment is so vast and there are so 
many possible degrees of freedom that it is impossible for responses to all possible events to be 
'preprogrammed' in this way.  Instinct is a quick and dirty way of dealing with large 'generalisations' 
of circumstances. For example, a bird will have the instinct to fly away from you, even if it is 
injured and you are trying to help it, as the generalised model of the world it uses to aid in survival 
includes the rule 'if a large object which resembles a predator approaches me, it wants to eat me'. 
Humans too have many of these instincts. 

The next level in the 'hierarchy' of ways in which an agent can learn a model of the environment is 
to learn from others. There are example of this in the animal kingdom: Apes learn from watching 
other apes perform tasks such as using rocks to crack open nuts. This is a form of memetic transfer, 
and is much more efficient (takes place much faster) than the genetic transfer of instinct, which 
takes many generations to succeed. In fact this is known as 'horizontal' transfer as it occurs within 
generations.  Babies also display this characteristic quite strikingly, when they mimic the action of 
their elders. However, even if you have the ability to generalise the thing that you saw (for example, 
you might try cracking other items, such as crabs or snails, to try and get a morsel of food), learning 
by watching others can never give you a full model of the world. There are just too many new 
scenarios that the world can throw at you. 

Language is a way of further improving on this scenario. Language is a way of representing objects 
in the environment, and the actions of agents in an abstract way. By assigning words which are 
semantically linked in a complex web, we can capture the essence of many things that are relevant 
to our survival and pass them on, without ever having seen the particular circumstance. If a human 
were eaten by a crocodile whilst his friend was looking on, that friend would be able to pass on the 
information about what a crocodile looks like, and the fact that they are dangerous to his fellow 
agents successfully using concepts uniquely associated with language, without any of the listeners 
ever having seen a crocodile.

So we can begin to see just how powerful an adaptation language is. Information can now be passed 



between agents which are separated in space and time in a much more compact, efficient format. In 
fact I believe that this is the fundamental importance of language – that it allows a more efficient, 
abstract and therefore superior method of communication between a set of distributed agents.

Language as a bridge to self-awareness

Language enables us to build a model of the world not just based on what we sense of it, but what 
other people tell us they (or in turn, others tell them) that they have sensed of it in the past. There is 
a point so subtle hidden in the previous sentence that it may have slipped by unnoticed, so I will 
elucidate on this cornerstone of why language makes humans a unique form of agent. In order for 
us to be able to update our 'model' of the world according to what people tell us has happened, there 
appears to be an implicit assumption that what the other agents say is trustworthy. The key reason 
for believing this to be so is that we are aware that they are similar to us. We are aware that the 
things they may have done, the experiments they may have performed, are valid, because they are 
similar to experiments that we ourselves would perform. In other words, we assume that those 
agents we derive our model from hold a very similar model of the world in their own 'minds'. This 
becomes part of our own model of the world, that there are other agents with similar 'models'. 
Because we predict what will happen in response to our actions, we therefore assume that others are 
able to predict what will happen, and indeed that we will be able to predict the actions of others. 
Language is the bridge over the void that lies between our own understanding and the 
understanding of others. It is the only way we can 'see' into other agents minds (their prediction 
engines) without having to specifically watch them as they perform an inexhaustible number of 
tasks. 

I believe that this prediction of others who are predicting has bootstrapped our intelligence in the 
last few hundred thousand years. Once an agent realises (not necessarily consciously) that it must 
predict the actions of others who are able to predict its own actions, a prediction arms race begins! 
Now, include the competition of natural selection, and only the very best predictors will be selected 
for. They are able to pass on their predicting 'techniques' both memetically (and to a lesser extent 
genetically) to their kin. Thus an agent that realises that it is a predicting agent will have an 
advantage, and be selected for. (We are very lucky that our genetics has enabled us to memetically 
enhance ourselves in this way, it seems to have left us with some 'headroom'). Thus the model of the 
world includes a model of self and a model of others, which seems to (at least somewhat) have 
arisen by own ability to probe the models of the world that others hold in their minds. In short, we 
are able to understand the fact that other agents that predict just like us, by using the construct of 
language. 

We also use our arsenal of language to try to predict ourselves, introspectively, for example when 
we ask: 'Do I really want that slice of cake?' Would we even be able to do this without the 
framework of language to tie together these concepts? We seem to query ourselves in the same way 
that we query others. This is an interesting question, and I read somewhere once (annoyingly I can't 
remember where!) that only a few centuries ago 'average' people (i.e. the poor, labouring classes) 
started thinking about themselves as agents capable of introspection and philosophical thought. Up 
until then the hardships of life had not left much room for lofty contemplation, as there were always 
much more pressing matters at hand, disease, hunger, toiling in fields, sexual urges etc. The change 
came when many such people began to become literate, and began to read literature written from a 
first person perspective. Thus people were able to read about other characters who were 
introspective in nature. This in turn caused those reading to become introspective. Could this have 
ever happened without the construct of language? How else would the idea of 'asking questions of 
yourself' and introspection have arisen without language?



The limits of language

So our language empowers us but it also limits us severely. Language has left us with an incredibly 
powerful legacy, but it has been built upon the framework of many previous generations. It is as 
though we are being asked to construct a carbon-fibre penthouse on top of a concrete house, on top 
of a stone house, then a lower one made of wood, all teetering precariously upon a foundation built 
from wattle-and-daub. I hope that this analogy starts to explain some of the current problems that 
we have with our languages. We can imagine and manipulate concepts that are not only limited to 
being purely 'human' in nature, but that have been defined by the experiences of many previous 
generations, by the things that mattered to them. It is so easy to spot once you think about it..... here 
are a couple of examples:

'God' – a concept which has existed for so long and is now being eroded and changed, as has as 
many different definitions and associations. In times gone by this concept (at least within a 
particular culture) this word would have had a much more singular and definite meaning. 

'Intelligence' – a concept which still causes us problems, as we now seek to define the very thing 
that we have assigned this 'vague' label in the past. It needs a much more rigorous definition, but we 
lack the ability, perhaps because we are hung up on this label assignment in the first place.

Our scientific knowledge advances, yet the language with which we describe it changes very little. 
Each generation is at the same time granted an incredible gift – the hardwired ability to acquire 
language, and a terrible curse: That language evolved to aid only human survival, not abstract 
mathematical, or scientific explanation of the world. So far, those things have not been entirely 
incompatible. But they are starting to diverge. We are burdened with trying to apply an ancient 
descriptive protocol to new, much more abstract concepts blossoming before us. Such concepts 
could not have been imagined in the past. Though language has evolved somewhat to track the 
spread of memetics of the past few thousand generations, compared to the rate of technological 
progress our expression of relations between objects and actions in the world at present seems 
'frozen'. This 'glassy state' of our language refuses to be flexible in the face of our new discoveries 
about the world. It is just not evolving fast enough.

Wait a minute! you may think – what about all the scientific ways we have of describing things, 
what about algebra, Dirac notation, twistor theory, non-euclidean geometry? What about lamdba 
calculus, first order logic and the Chomsky hierarchy?! Aren't these the languages that you are 
aspiring to? But, alas, most of us do not 'think' in terms of these languages. We learn about the 
world in our native language and we have to spend a huge amount of effort translating to and from 
the 'new' scientific language. Even if we are gifted enough to be able to form intricate webs of 
abstract concepts which are disconnected from the language legacy of our past, we still cannot 
convey these concepts to others outside of our 'inner circle'. We have learned to represent the world 
using a very specific conceptual structure, which is tied into the way that we are hard-wired to 
acquire a particular style of language, and, somewhat unfortunately (but fortunately for our genes!) 
we are better at 'understanding' concepts which are important for human survival. We are fighting 
against evolution here. And I'm betting that we won't win. Even worse, what little freedom we 
might have enjoyed to explore our linguistic ability is quickly cornered by the use of language 
almost entirely appropriate only in the context of an archaic society! But all is not lost....

Whilst it may be impossible to teach ourselves to speak and think using entirely new formats of 
language, this may not be the case with artificial general intelligences. 



How to treat language when building intelligent agents

What should we build in order to reap the rewards offered by language but avoid the pitfalls it may 
bring? I hope I have convinced the reader that language is not only a powerful and efficient way of 
representing and storing information to build good prediction agents, but that it may even be the 
unique key to interacting agents becoming 'self-aware' and introspective. We need to build a set of 
social agents which learn about the world not just through interaction with it, but by using language 
as a shortcut. Language aids agents in the formation of models involving complex concepts which 
relate to actions and responses of the world. The language in which they choose to express these 
concepts could be totally alien to us – just as most languages spoken by people on the planet are. 
But all human language involves things that are important to humans, and moreover, not just things 
that are important to humans now, but an amalgam of things that have been important to humans 
over the entire time which language has had to evolve in our species. What a mess! Do we really 
want to build systems that inherit all of our unfortunate baggage, a carbon-fibre suite built on a 
wattle-and-daub foundation? What if a system could develop its own language instead? It could 
have new sets of concepts and relations between them that were not related to our uniquely 'human' 
legacy.

So trying to teach systems to interact with humans and use human language, and therefore 'think' 
like humans is a double edged sword. On one hand it would be great if they could communicate 
with us, on the other hand, we want them to have a greater opportunity to explore the world and 
learn, and therefore we do not want to restrict them to human language alone. Perhaps they could be 
equipped with a module which allows them to try and translate their concepts into English – in the 
same way that Physicists and mathematicians do when explaining their work. Our language could 
be just one of a huge number of frameworks in which they could choose to process information.

One could imagine building 2 (or more) connected agents, which had a working knowledge of 
human language. They also must have a method of interacting with the environment, and be 
spatially separated, just like humans. But then they also had the ability to come up with words, 
phrases, and grammatical constructs of their own to describe concepts which were important to 
them, effectively extending their language base. We would have no idea what these things meant 
unless the agents were able to describe them to us by translating them into human terms. What if 
they could not do this? What if there was just no possible way for them to explain a concept to us in 
our limited, legacy-laden method of babbling, in the same way that we cannot explain morality, or 
calculus, to a two-year old?

Here is the crux of my argument: People are trying to build 'thinking machines', highly intelligent 
agents that are smarter than humans, and that will be able to do useful things for us. In order for this 
to happen I believe that people will have to build in three key features of LEARNING, 
LANGUAGE, and SOCIAL INTERACTION. Yet our machines will ultimately not be human (else 
why not just build more humans? This is much easier for us to do!) and thus will not understand the 
world in the way that humans do, either instinctively, or through a language that has developed 
alongside human senses and thinking for thousands of years. But the key way in which we are 
attempting to measure their 'smartness' is ultimately by comparing them to ourselves. The agents 
will have to communicate with us, understand our values, pass our Turing tests, and basically be 
strangled into being human along the way to being more than human.

The fact that we are trying to anthropically lower these machines to the level of communicating 
with us, instead of letting them live amongst those of their own kind, learn from their own kind, and 
develop their own languages and models of the world, seems at best misdirected, and at worst 
tragically immoral.  


